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Introduction 

Yield forecasts are integral to the design, operation and financing of solar power plants.  A forecast 
requires a prediction for the solar irradiance at the plant, and a model to convert that irradiance into 
the energy generated by the plant.  While the model used in a conventional forecast is relatively 
sophisticated (accounting for the optical, thermal and electrical behaviour of the plant), the approach 
to quantify the uncertainty in the forecast is usually overly simplistic, involving the combination of 
Gaussian estimates for just a few inputs, like the interannual variability in the irradiance and soiling, 
and error in the optical model.  This approach necessarily leads to a symmetric yield distribution; 
that is, where the likelihood of the forecast underestimating the yield by x% is exactly the same as 
overestimating the yield by x%.  In reality, however, many of the sources of uncertainty are 
asymmetric.  In this paper, we give examples of three important sources of asymmetry—availability, 
soiling and irradiance—and examine the degree to which those asymmetries flow through to 
asymmetry in the yield forecast. 

P values 

A yield forecast does not predict a single value of energy because forecasters cannot know the exact 
weather of the future—or the exact amount of module degradation, or the exact amount of time the 
plant’s inverters will be operational, or the exact values for many other inputs to their models.  
Moreover, the equations inherent to their models are approximations of how a PV system operates 
in the real world. 

Consequently, a forecaster can only provide the probability that an energy yield will be generated.  
The curve in Figure 1(a) provides an example of a probability distribution.  This example is a 
Gaussian distribution, which is typically assumed for PV power plants. 

A probability distribution is often described in terms of its P-values, which quantify the likelihood that 
a certain yield will be exceeded.  For example, if a forecaster assigns a P95 of 200 MWh, the 
forecaster is 95% confident that the plant will produce more than 200 MWh (under some set of 
assumptions).  Figure 1(a) depicts the P95.  The integral of the distribution above this line equals 
95% of the total integral. 

Values of P50, P90, P95 and P99 are commonly used to decide the financing terms of solar projects.  
Thus, lenders are more interested in ‘downside’ rather than ‘upside’ forecasts.  By contrast, an 
operator of a PV plant is interested in the whole distribution. 

Figure 1(b) gives an exaggerated example of how a forecasted distribution might differ from the 
‘actual’ distribution if it had been calculated correctly.  The forecast can contain a bias (e.g., P50 is 
too high), it can misrepresent the uncertainty (e.g., the width of the distribution is too narrow), and it 
can neglect the asymmetry. 

In this paper, we briefly examine three sources of asymmetry in yield forecasting—availability, soiling 
and irradiance—and evaluate the resulting asymmetry in the final yield forecast. 
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Figure 1. (a) Conceptual plot of a typical energy-yield forecast, for which a Gaussian 
distribution is assumed.   This plot illustrates the definition of P95.  (b) Example plot of a 

typical Gaussian forecast (red) and an asymmetric forecast (green). 

Availability 

The availability of a power plant quantifies the fraction of time that the plant is available to produce 
power.  The main reason a plant is unavailable is when one or more of its inverters are being repaired 
or serviced.  A modern yield forecast typically assumes that the plant availability is 99% where the 
uncertainty is Gaussian with a standard deviation of something like σ = 0.5% (red line in Figure 2(b)). 

In practice, however, the availability is lower and highly asymmetric.  Figure 2(a) plots the availability 
determined in a recent study by Chawla (Natural Power) by examining 1800 months of data from 68 
projects.1   Their findings differ markedly from the availability used in typical yield forecasts, where 
(i) the average availability was 98.2% instead of 99%; and (ii) the distribution was far from Gaussian, 
having a long downside tail.  Naturally, the availability does not extend above 100%, and Chawla 
found that a useful distribution to fit their data was the Weibull function (defined in the appendix). 

In Figure 2(b) we compare the typical Gaussian function to Chawla’s Weibull function, illustrating the 
significant difference between the two approaches. 

       

Figure 2. (a) A fit to the availability of 68 solar projects in the USA determined by Chawla, 
and (b) a comparison Chawla’s fit to a typical estimate of the probability distribution of 

availability. 

Soiling 

Soiling is another source of uncertainty that can be strongly asymmetric.  Soiling losses cannot be 
less than 0% but they often extend well above the median, as illustrated in Figure 3(a), which plots 
the soiling calculated from particulate concentrations by PV Radar for a dusty site in Arizona.  We 

 

1 Plots omits the first 6 months of ‘teething’ operational data.  Time steps usually between 15 and 60 mins. 
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converted that data to annual loss and fit a Weibull function to provide a ‘realistic’ distribution for the 
site.  It is compared to the ‘typical’ Gaussian soiling loss of 2% with σ = 0.5% in Figure 3(b). 

     

Figure 3. (a) Monthly soiling loss at a dusty site in Arizona by PV Radar, and (b) a Weibull fit 
to the annual soiling loss (green) compared to a typical estimate for soiling loss (red). 

 

Interannual variability in irradiance 

Interannual variability (IAV) in irradiance is asymmetric at some sites.  Figure 4(a) plots an example, 
showing IAV of GHI measured by Kim et al. in Mokpo, Korea.  In Figure 4(b), we plot two IAV 
distributions with the same P50, but where the ‘realistic’ line is a Weibull function with moderate 
asymmetry for IAV.  We emphasise that many sites do not exhibit asymmetric IAV, and therefore a 
‘realistic’ distribution must be determined for each site of interest. 

     

Figure 4. Interannual variability in GHI. (a) Measurements at Mokpo, Korea by Kim et al. (b) 
example data for a Weibull distribution representing a ‘realistic’ case and a Gaussian 

distribution used in ‘typical’ forecasts. 

 

Combining sources of uncertainty 

We now combine these three sources of uncertainty to evaluate how they would contribute to the 
total distribution.  There are, of course, many other sources of uncertainty that are neglected from 
this small study. 
 

Table 1: Probability distributions used in this work; μ is the mean,  
σ is the standard deviation, and the extended Weibull parameters are defined in Eq 3. 

Source Typical (Gaussian) Realistic (extended Weibull) 

Availability μ = 99%,  σ = 0.5% x0 = 100%,  λ = 2.4%,  κ = 1.6, p = +1 

Soiling μ = 2%,  σ = 0.5% x0 = 0%,  λ = 2.8%,  κ = 1.7, p = –1 

IAV in GHI μ = 100%,  σ = 3% x0 = 105.4%, λ = 6.5%,  κ = 2, p = +1 

Typical

Realistic

Typical Realistic
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For the ‘typical’ yield forecast, the sources of uncertainty are Gaussian and independent.  This 
means they can be easily combined to find the uncertainty of the total energy yield, using 

(
𝜹𝒀

𝒀
)

𝟐

= ∑ (
𝜹𝒇𝒊

𝒇𝒊
)

 

𝒊

𝟐

, (1) 

where δf/f is the relative error in each of the sources of uncertainty, and δY/Y is the relative error in 
the yield.  The simplicity of this approach is attractive but unapplicable to asymmetric sources of 
error. 

To combine the sources of asymmetric error, like those of the ‘realistic’ distributions in Table I, an 
alternative approach must be taken.  The simplest is the Monte Carlo approach, in which one applies 
the model multiple times, where for each application of the model, the inputs are randomly 
determined from the probability function.   

This Monte Carlo approach has been applied to yield forecasts many times in the literature (e.g., 
Thevenard et al. and Prilliman et al.) but rarely with asymmetric sources of error. 

 

Results 

Figure 5(a) plots the yield distribution after combining the three aforementioned uncertainties.  The 
‘typical’ distribution is a Gaussian determined by the sum-of-squares approach, and the ‘realistic’ 
distribution was determined by the Monte Carlo approach, where the inputs are defined in Table 1.  
The Monte Carlo approach used 100,000 simulations. 

The figure shows that the ‘realistic’ yield distribution is asymmetric:  P10 is 4.1% higher than P50 
whereas P90 is 5.0% lower; and P5 is 5.1% higher than P50 whereas P95 is 6.5% lower.  Thus, in 
this instance, the asymmetry of the input distributions flows through to a significant asymmetry final 
yield distribution.  We emphasise that these values of PXX only consider three of the major sources 
of uncertainty;  they would be further from P50 if all sources were considered. 

We also note that the yield distribution is largely dominated by GHI IAV.  This is evident in the ‘typical’ 
case from Eq. 1 and the inputs for σ in Table 1, where the total σ is 3.1%, just larger than the σ for 
GHI IAV.  And this is evident in the ‘realistic’ case by comparing Figure 5(a) to Figure 4(b), although 
for this case, availability and soiling have a larger impact on the combined uncertainty at high and 
low PXX.  When the uncertainty in yield forecasts include many other sources of error, we expect (i) 
GHI IAV will be less dominant, (ii) the level of asymmetry might change significantly, and (iii) the final 
yield distribution to be highly dependent on the site location. 

  

Figure 5. (a) Yield distribution after combining three sources of uncertainty, where the 
‘realistic’ (green) and ‘typical’ (red) inputs are defined in Table 1. (b) PXX vs number of 

Monte Carlo simulations for the ‘realistic’ inputs. 
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Figure 6 plots the results of the ‘realistic’ yield distribution after an increasing number of Monte Carlo 
simulations.  It shows how the distribution becomes increasingly smooth as the number of 
simulations increase.  Figure 6 also marks P10, P90 and P99.  The blue lines mark PXX determined 
by 100,000 simulations, which we consider to be the converged PXX values.  And the orange lines 
mark PXX when determined by the stated number of simulations; these values will contain some 
stochastic error when the number of simulations is insufficient to ‘average out’ the random nature of 
the Monte Carlo approach.  Figure 5(b) plots the PXX values vs the number of simulations, indicating 
that (i) the more extreme values of PXX like P1 and P99 required more simulations to converge, and 
(ii) ~10,000 simulations were sufficient to find all relevant P values to within ±0.5%. 

 

Figure 6. Monte Carlo simulations of yield.  Dark blue lines plot P50, P90 and P99 
determined from 100,000 simulations; orange lines plot P90 and P99 determined from 

 (a) 10, (b) 100, (c) 1000 and (d) 10,000 simulations. 

 

In practice, running 10,000 simulations is a significant computational overhead when one uses either 
a conventional view-factor program (like PVSyst or SAM), which takes about 10 seconds to solve, 
or a modern ray-tracing program (like SunSolve), which takes about 1–2 minutes on a cloud-based 
server with 600 parallel cores. 

It is preferable, therefore, to utilise a simpler approach to solving the relative yield.  This was achieved 
in this work by applying uncertainties to determine the PXX/P50 ratio rather than PXX itself.  We 
solved 10,000 simulations in 90 seconds (without parallel processing).  In this way, the distribution 
of the relative uncertainty can be rapidly calculated and overlaid upon the absolute value of the P50 
determined by a more accurate approach. 

 

Conclusion 

In this work, we examined three major sources of asymmetrical error in yield forecasts.  By applying 
a Monte Carlo approach to quantifying their impact on the uncertainty of the yield forecast, we found 
that (i) about 10,000 simulations were required to generate a smooth distribution function (for which 
the desired PXX values converged to about ±0.5%), and (ii) that the asymmetric sources were 
sufficiently large to induce a signifanct asymmetry in the yield forecast.  We expect the level of 
asymmetry in the final yield forecasts to vary from plant to plant. 
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Appendix – Weibull function 

The Weibull distribution is defined as 

𝒇(𝒙) =
𝜿

𝝀
∙ (

𝒙

𝝀
)

𝜿−𝟏

∙ 𝐞𝐱𝐩 [− (
𝒙

𝝀
)

𝜿

 ], (2) 

for x ≥ 0 and f(x) = 0 for x < 0, and we expand it to become2 

𝒇(𝒙) =
𝜿

𝝀
∙ (𝒑 ∙

𝒙 − 𝒙𝟎

𝝀
)

𝜿−𝟏
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𝒙 − 𝒙𝟎

𝝀
)

𝜿

 ], (3) 

for x ≥ x0 and f(x) = 0 for x < x0, where x0 is the point at which the distribution is zero (the discontinuity) 

and p is either +1 or –1.  The distribution is non-zero above x0 when p = +1 and non-zero below x0 
when p = –1.  The integral of both equations is unity. 

Chawla does not give their parameters, but a reasonable fit is attained with p = –1, x0 = 100%, λ = 
2.4% and κ = 1.6, and those inputs are used in Figure 1(b). 
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2 The Weibull can be modified to have a similar form of the Gaussian distribution using x0 = μ and λ = σ√2.  


