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Enhancing Machine Learning-Based Prediction of Perovskite Solar Cell 

Performance via Data Augmentation 

 

Introduction 

Perovskite solar cells (PSCs) have emerged as one of the most promising photovoltaic technologies 
in the past decade. Their certified power conversion efficiencies (PCEs) have rapidly increased, 
reaching values over 27% for single-junction devices. Unlike conventional silicon photovoltaics that 
require energy-intensive and high-temperature processes, PSCs can be fabricated using low-
temperature and solution-based methods. This provides clear advantages in cost, scalability, and 
compatibility with lightweight and flexible substrates. The tunable bandgap of perovskite materials 
also enables their integration into tandem structures, further boosting their potential efficiency 
beyond that of established photovoltaic technologies. 

Despite these achievements, challenges remain in terms of long-term operational stability, 
reproducibility, and large-scale manufacturing. Device degradation under moisture, oxygen, and 
thermal cycling continues to hinder commercialization. Beyond these technical issues, another 
critical limitation for research progress is the availability of high-quality, standardized datasets. 
Compared to silicon, PSC datasets are fragmented, inconsistent, and often too small to train 
predictive models with sufficient accuracy. 

Machine learning (ML) has gained increasing attention in the photovoltaic community as a tool to 
accelerate device optimization. ML can uncover nonlinear relationships among composition, 
processing, and device performance, offering insights that may not be apparent from conventional 
empirical analysis. However, when datasets are sparse or imbalanced, ML models are prone to 
overfitting and poor generalization. As a result, there is a growing need for approaches that can 
overcome data scarcity while preserving physical meaning. Data augmentation, which artificially 
expands datasets by creating synthetic samples, provides one such approach. 

Methods 

The dataset used in this study was obtained from the open-access Perovskite Database, which 
contains nearly 29,000 experimentally reported PSC records. Each entry provides information on 
device architecture, absorber composition, processing conditions, and photovoltaic metrics including 
PCE, Voc, Jsc, and fill factor (FF). After preprocessing to address missing values, outliers, and 
inconsistent reporting, a total of 26,780 records were retained for analysis. Additional engineered 
features were introduced based on domain knowledge, such as halide ratios and estimated 
bandgaps derived from composition. 

Four data augmentation strategies were evaluated: 

• Noise injection, where Gaussian noise was applied to continuous features to mimic 
experimental variability. 

• Kernel density estimation (KDE), which generated synthetic samples by sampling from 
estimated probability distributions of the dataset. 

• Generative adversarial networks (GANs), where a deep learning model was trained to 
produce new synthetic device entries. 

• Interpolation, in which synthetic samples were created by linearly combining pairs of real 
data points with similar characteristics. 

For predictive modeling, a range of regression algorithms were tested. These included tree-based 
ensemble methods such as LightGBM, XGBoost, and Random Forest; neural networks; support 
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vector regression (SVR); and linear baselines. Hyperparameters were optimized through cross-
validation. Model performance was assessed using mean absolute error (MAE) and the coefficient 
of determination (R²). 

Results and Discussion 

Interpolation was found to best preserve the physical and structural characteristics of the dataset. 
Visualization using t-distributed stochastic neighbor embedding (t-SNE) confirmed that interpolated 
points were positioned between existing clusters of real data, maintaining consistency with known 
device categories. In contrast, GAN and KDE augmentation introduced more scattered distributions, 
with some synthetic samples falling into regions unlikely to represent realistic devices. Noise injection 
created only small perturbations, which added variability but did not significantly alter data coverage. 

 

Figure 1. t-SNE visualization of categorical clusters derived from knowledge-based 
features for (a) pre-processed dataset and (b) interpolation-based augmented dataset. 

Correlation analysis between PCE and its fundamental parameters (Voc, Jsc, FF) further highlighted 
the advantages of interpolation. While GAN and KDE tended to weaken or distort these relationships, 
interpolation strengthened them, resulting in trends that were more consistent with physical 
expectations. 

 

Figure 2. Pairwise Pearson correlation heatmaps for selected features across 
datasets generated using different augmentation techniques: (a) pre-processed original 
dataset, (b) interpolation-augmented dataset. Color intensity indicates the magnitude and 
direction of linear correlations among key material, device, and processing parameters. 

In terms of predictive accuracy, interpolation consistently outperformed the other methods across all 
models. LightGBM, which proved to be the most effective algorithm overall, achieved an R² of 
approximately 0.96 and an MAE of about 0.28 when trained on interpolation-augmented data. By 
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comparison, GAN-based augmentation resulted in R² ≈ 0.94, KDE yielded R² ≈ 0.86, and noise 
injection produced R² ≈ 0.91. 

These results underscore the importance of aligning augmentation techniques with the physical 
structure of datasets rather than relying solely on algorithmic complexity. In this case, the simplest 
method, interpolation, not only preserved meaningful correlations but also enabled superior 
predictive performance. For the photovoltaic community, this finding suggests that domain-informed 
strategies may be more impactful than adopting sophisticated generative models without considering 
the nature of the underlying data. 

Beyond predictive accuracy, the broader implication is that data augmentation can reduce the burden 
of experimental campaigns. By expanding the value of existing datasets, researchers can accelerate 
exploration of PSC compositions and architectures without the need for exhaustive and costly 
fabrication trials. This is particularly relevant as the field seeks to transition from laboratory-scale 
devices toward scalable modules, where optimization requires navigating an even larger parameter 
space. 

 

Figure 3. Predictive performance of ML models trained on varying data volumes and 
augmentation strategies. (a) Model-wise comparison of MAE and R² using interpolation-
augmented datasets; (b) Baseline performance of LightGBM on pre-processed data; (c) 

Performance trends of LightGBM using interpolation-augmented data. 

Conclusion 

This work provides a systematic evaluation of four data augmentation strategies applied to PSC 
datasets. Among noise injection, KDE, GANs, and interpolation, the latter was the most effective in 
both preserving physical consistency and improving predictive accuracy. These findings 
demonstrate that augmentation strategies grounded in solar cell physics can outperform more 
complex generative approaches. 
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For perovskite photovoltaics, where data limitations remain a significant barrier, interpolation-based 
augmentation offers a scalable, reliable pathway to support ML-driven optimization. By combining 
domain expertise with data-centric methods, the framework presented here contributes to bridging 
the gap between experimental discovery and industrial application, thereby accelerating the 
development of stable, efficient, and commercially viable PSCs. 
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